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Abstract

Coordinating multiple unmanned aerial vehicles (UAVs) for inspection, delivery,
and search-and-rescue missions demands routes that are globally efficient yet
locally safe. Flat optimisation or single-level reinforcement-learning agents scale
poorly as map size, obstacle density, or fleet size increase, because one policy must
juggle long-horizon objectives and split-second collision avoidance. We reformu-
late multi-UAV path planning as a hierarchical reinforcement-learning problem
and introduce a two-tier controller for discrete grids under partial observability. A
high-level manager selects coarse waypoints toward mission goals, while a shared
recurrent worker—trained with proximal policy optimisation and an LSTM back-
bone—executes short, collision-aware motion sequences. We prove that, given an
expressive waypoint dictionary, every subgame-perfect equilibrium of the induced
Markov game is collision-free and that enlarging the dictionary monotonically
improves team return. To keep training practical we propose manager–worker
curriculum optimisation: the worker is pre-trained on small grids and frozen, then
the manager is trained on progressively larger maps. Experiments on three bench-
marks—ranging from two to six UAVs with 20%–40% obstacle coverage—show
that the hierarchy maintains ≥ 90% mission success and reduces collisions by
up to 74% relative to plain PPO (62% versus PPO+LSTM), while lengthening
routes by no more than three primitive steps (≤ 2 compared with PPO+LSTM).
Performance degrades only marginally as fleet size and obstacle density grow,
confirming that a modest waypoint vocabulary combined with recurrent memory
can turn simple reactive primitives into safe, scalable multi-UAV behaviour.

Keywords: Hierarchical Reinforcement Learning, Multi-UAV Coordination, Path
Planning, Collision Avoidance
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1 Introduction

Multi-Unmanned Aerial Vehicle (multi-UAV) systems have attracted increasing
attention in both academic research and industry applications, including infrastruc-
ture inspection, precision agriculture, surveillance, and urban delivery. With recent
advances in on-board computation, sensing, and communication, UAV fleets can
perform cooperative tasks more flexibly and cost-effectively than manned aircraft
or single-vehicle operations. However, operating several UAVs in the same airspace
introduces significant complexity in collision avoidance, resource allocation, and path
coordination.

1.1 Motivation & Context

Route planning is a fundamental challenge. Given discrete movement constraints and
limited battery capacity, UAVs must navigate through cluttered or challenging envi-
ronments, efficiently reaching their goals while minimising collisions and conserving
energy. Classical optimisation methods (e.g., graph search or integer programming)
work well in small or fully known environments but often fail to scale when problem
size grows or real-time adjustments are required—especially under partial observability
and multi-agent coordination.

Reinforcement Learning (RL) offers an alternative by allowing policies to be learned
directly from experience. Among RL algorithms, Proximal Policy Optimisation (PPO)
is widely used for its robustness and stable training, while recurrent architec-
tures such as Long Short-Term Memory (LSTM) cope with partial observability
by maintaining internal state. Nevertheless, a single-level RL approach in large,
dynamic multi-agent settings often suffers from sample inefficiency, long-horizon
credit-assignment problems, and heavy coordination overheads. These issues motivate
Hierarchical Reinforcement Learning (HRL), which splits decisions across multiple
levels: a high-level manager sets sub-goals (or macro-actions), and low-level workers
handle detailed control.

Building on hierarchical ideas in robotics and multi-agent systems, we argue that
combining PPO+LSTM for low-level motion control with a high-level manager is an
effective way to address large-scale, multi-UAV route planning. Our approach enables
strategic sub-goal selection together with memory-based local navigation, which is
essential in partially observable or uncertain environments. To keep training manage-
able for larger UAV teams, we use a shared Worker policy with parameter sharing
across agents, reducing joint-action complexity and ensuring consistent behaviour.

This study focuses on a discrete grid world with static obstacles, which allows system-
atic benchmarking and clear evaluation of collision avoidance, scalability, and partial
observability. Continuous flight domains and dynamic obstacles introduce further chal-
lenges. Extending the hierarchy to such settings is a promising direction for future
work. The UAVs studied here do not exchange explicit messages; each relies on local
observations and the shared Worker’s LSTM for situational awareness. Future work
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may include communication or shared beliefs to improve coordination in more complex
scenarios.

The main contributions of this research are:

1. Hierarchical Multi-UAV Framework. We present a two-tier HRL architecture in
which a Manager policy selects sub-goals at a coarse time scale, and aWorker policy
(trained with PPO+LSTM) executes local actions to reach these sub-goals. This
structure reduces policy complexity and supports strategic task decomposition in
multi-UAV route planning.

2. Unified Multi-Agent Training & Deployment. Using a shared policy at the Worker
level lets multiple UAVs rely on a single trained policy. Parameter sharing,
together with hierarchical goal assignments, improves scalability and coordination
across varied grid sizes—small, medium, and large—without manually designing
sub-tasks.

3. Improved Success–Collision Balance. Experiments in discrete grids show that our
hierarchical PPO+LSTM method achieves higher success rates and lower collision
rates than flat PPO or PPO+LSTM baselines, with only a modest increase in
steps and battery usage. This addresses the need to balance collision avoidance
with mission reliability under partial observability.

4. Systematic Evaluation Across Scales. We compare hierarchical and non-hierarchical
RL in three environment scales. Consistent performance gains demonstrate the
method’s potential to advance multi-UAV path-planning research on robust,
long-horizon, memory-based strategies.

Overall, the proposed manager–worker hierarchy addresses limitations of single-level
RL—sparse rewards, partial observability, and coordination burdens. The frame-
work scales from small to larger multi-agent route-planning tasks with minimal
domain-specific engineering, providing higher collision-free success rates and better
adaptability to complex grid settings.

The remainder of this paper is organised as follows. Section 2 reviews hierarchical rein-
forcement learning, PPO with LSTM for autonomous navigation, grid-based UAV path
planning, and multi-agent coordination strategies. Section 3 presents the motivating
analyses, details the two-tier Manager–Worker architecture, and explains the environ-
ment, training pipeline, and hyper-parameters. Section 4 describes the experimental
setup, evaluation metrics, and quantitative results. Section 5 discusses empirical find-
ings, performance trade-offs, and current limitations. Finally, Section 6 concludes the
work and outlines directions for future research.

2 Related Work

Research on real-world multi-UAV delivery builds on four main strands. First, hier-
archical reinforcement learning decomposes long-horizon objectives into sub-tasks.
Second, recurrent variants of proximal policy optimisation manage partial observabil-
ity by maintaining internal state. Third, grid-based UAV path-planning studies reveal
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how reward shaping and discrete abstraction influence navigation. Fourth, multi-agent
reinforcement-learning frameworks enable centralised training with decentralised exe-
cution for large swarms. Each strand is reviewed below, followed by a discussion of
the specific gap our hierarchical PPO with a shared LSTM worker addresses.

2.1 Hierarchical reinforcement learning in multi-agent systems

Hierarchical reinforcement learning (HRL) decomposes complex tasks into sub-tasks
via multi-level policies, a key idea for long-horizon decision making. Early founda-
tions such as the options framework [1] introduced temporally extended actions and
laid the theoretical groundwork. The option-critic architecture [2] enabled end-to-end
learning of option policies and terminations without predefined sub-goals. Feudal RL
[3] inspired manager–worker hierarchies, and FeUdal Networks (FuN) [4] explicitly
employ a two-tier design: a high-level manager sets abstract goals, and a low-level
worker executes primitive actions, improving long-term credit assignment.

In multi-agent settings HRL is extended to coordinate teams through hierarchical
policies. For example, Yang et al. [5] propose a two-level MARL framework with
unsupervised skill discovery; each agent learns primitive skills and a high-level policy
decides which skill each agent executes, yielding dynamic role selection. Pang et al.
[6] apply a leader–follower strategy in a multi-UAV combat scenario, where a leader
guides low-level manoeuvres of follower UAVs.

Recent work shows the breadth of hierarchical MARL. Liu et al. [7] develop a hier-
archical multi-agent deep reinforcement-learning approach for energy-efficient hybrid
computation offloading in mobile-edge computing; a manager at the access point
sets beamforming, while user agents learn offloading decisions. Wei et al. [8] propose
OC-MAPPO, which augments MAPPO with optimal-control guidance for dynamic
target search by UAV swarms. Their approach depends on a central critic and dense
shaping rewards, whereas our hierarchy relies on a fixed waypoint dictionary, sparse
collision-based feedback, and no inter-UAV messaging to tackle safety-critical grid
navigation.

Overall, HRL frameworks (options, feudal nets, hierarchical Q-learning) can be com-
bined with multi-agent RL, allowing agents to learn what high-level sub-task to do
and how to do it separately, which improves exploration and coordination.

Recent HIPPO-style algorithms—for example, hierarchical intrinsic-motivation PPO
[9] and HIU-PPO [10]—discover options in single-agent maze or locomotion domains,
but differ from the present work in three ways. (i) Recurrent memory: HIPPO
uses feed-forward or shallow-GRU option policies, whereas we embed a full LSTM
inside each worker to support history-aware control under partial observability. (ii)
End-to-end multi-agent training: HIPPO pre-trains options and then optimises a
high-level policy, whereas our manager and workers are learned jointly with a single
PPO loss in a CTDE setting (cf. MAPPO [11]). (iii) Cooperative UAV domain: prior
HIPPO evaluations focus on Atari or MuJoCo; we target multi-UAV collision-aware
mission planning, which introduces coordination, communication drop-outs, and
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dynamic obstacles. These differences motivate treating our hierarchy as a novel
controller and justify the ablation study presented later in the paper.

2.2 PPO and PPO+LSTM in Autonomous Navigation

Proximal Policy Optimisation (PPO) [12] is widely used in robotics for its training
stability. It is often augmented with recurrent networks (e.g. LSTM) for partially
observable environments. Mirowski et al. [13] showed that recurrence improves nav-
igation in mazes and 3-D environments. Benchmark studies (e.g. 14) report that
PPO-LSTM is more robust to sensor noise than memory-less PPO.

Autonomous UAV applications echo these findings: Fernando et al. [15] used
PPO-LSTM for vision-based target tracking, and Tonti et al. [16] applied it to UAV col-
lision avoidance by predicting moving obstacles. Multi-Agent PPO (MAPPO) extends
these ideas with a central critic and shared parameters [11], retaining decentralised
execution while improving training stability.

2.3 UAV Path Planning in Grid Environments

Discrete grids are a common test-bed for UAV path planning. They simplify colli-
sion checks and allow reward shaping with step penalties, goal bonuses and obstacle
penalties. Shaped rewards accelerate convergence in grid navigation [17].

Deep Q-learning variants further exploit grid structure by encoding local maps
into CNNs [18]. Grid worlds also support coverage and mapping: Jin et al. [19]
used deep MARL to maximise unexplored-cell visitation, showing emergent coopera-
tion. Curriculum-trained policy gradients handle multi-point delivery while avoiding
no-fly zones [20]. Insights gained in grids often transfer to continuous settings while
allowing rigorous evaluation.

2.4 Multi-Agent Coordination and RL Frameworks for UAV

Teams

Centralised-training, decentralised-execution (CTDE) algorithms address credit
assignment in cooperative UAV teams. MADDPG [21] adds central critics to actors
for continuous control; QMIX [22] factorises value functions for discrete cooperation;
MAPPO [11] uses shared PPO actors with a central critic and is effective for swarms
with parameter sharing [23].

Shared rewards encourage altruistic behaviour but complicate credit assignment;
counterfactual baselines such as COMA [24] mitigate this problem. State-of-the-art
frameworks enable synchronised movements, task allocation and collision avoidance
under partial observability, and many recent works combine them with HRL to scale
to large teams.
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In summary, HRL, recurrent PPO, grid-based experimentation and CTDE frameworks
collectively motivate the hierarchical PPO-LSTM approach we adopt for scalable,
collision-aware multi-UAV path planning.

3 Methods

3.1 Preliminary analysis

Early exploration on discrete grids revealed three fundamental obstacles to scalable
multi-UAV learning: (i) the rapid rise in collisions and battery depletion as map size
and obstacle density grow, (ii) partial observability that demands temporal mem-
ory, and (iii) long-horizon credit-assignment problems that hinder single-level policies.
These observations motivate a hierarchical, recurrent design.

Scalability. When we scale from small grids (few obstacles, two UAVs) to larger
ones (many obstacles, six UAVs), both collision frequency and battery-exhaustion risk
increase sharply. A flat feed-forward PPO—optimising only a shaped reward—cannot
cope: one policy must learn local avoidance and global routing simultaneously, leading
to brittle behaviour and poor transfer across map sizes. Although our experiments stop
at six UAVs, the hierarchical design reduces joint-action complexity from exponential
to linear growth, suggesting it can accommodate larger teams. Future work can explore
more efficient sampling or hierarchical partitions to handle dozens of agents.

Need for memory. Each UAV observes only its local tuple oi(t) =

(xi, yi, bi, g
(i)
x , g

(i)
y ), so the environment is effectively a POMDP. Adding an LSTM to

PPO stabilises learning because hidden states capture past positions and battery con-
sumption, allowing agents to anticipate corridor conflicts that feed-forward policies
miss.

Motivation for hierarchy. Even PPO + LSTM falters on large grids: fine-grained
motion updates drown out long-range corrections. A coarse–fine split therefore
becomes attractive. The Manager acts every K steps, choosing a waypoint or UAV
index; the shared Worker LSTM then executes K primitive moves toward that
sub-goal, retaining local context for collision avoidance and energy management. This
abstraction shortens the effective horizon and improves sample efficiency.

Path-length versus safety trade-off. Experiments confirm an inverse relation
between success rate and path directness: conservative agents avoid crashes but fly
longer, using more battery. Decoupling strategy (Manager) from execution (Worker)
lets us tune this balance via reward weights—for example, penalising collision risk
more heavily than detour length—so enough battery remains for mission completion.

3.2 System architecture

Route planning in large, cluttered, partially observable grids requires both local colli-
sion avoidance under battery constraints and global coordination among many UAVs.
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Fig. 1: Two-tier control architecture. The manager policy πM with parameters θm
chooses a discrete sub-goal or UAV index, which the manager environment passes
to the shared worker policy πW with parameters θw. The worker broadcasts action
probabilities to the fleet; each agent executes one primitive move from {stay, up, down,
left, right}. Solid arrows denote top-down control; dashed arrows carry local rewards,
sub-episode outcomes, and a sparse manager reward (+5 on global success, -5 on any
collision).

We meet these demands with a hierarchical reinforcement-learning framework. A
low-level worker controller handles fine-grained motion, while a high-level manager
schedules UAV activity and selects intermediate waypoints. Separating roles in this
way stabilises training, offers linear scalability, and provides an intuitive division of
responsibility.

Interaction cycle.

At the start of a macro step the manager receives a compact global observation (fleet
centroid, battery statistics, obstacle map) and emits a sub-goal gt. The worker then
performs K primitive steps toward that goal, using its LSTM state to fuse recent sen-
sor data; all other UAVs hover. After those steps the environment updates positions,
batteries, and collision flags and returns aggregated feedback (RM(t), ri(t)). The man-
ager selects the next sub-goal, and the process repeats until every UAV reaches its
destination or a failure occurs.
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Worker policy.

Each UAV acts in MultiUAVEnv, a grid world with static obstacles, independent goals,
and battery depletion. The moves up, down, left, and right cost one battery unit;
hovering costs 0.5. An episode ends on collision, battery exhaustion away from a goal,
or successful arrival. The worker is implemented as PPO with an LSTM backbone.
Roll-outs are truncated to 20-step sequences so the hidden state captures short-horizon
patterns without long back-propagation chains. The shaped reward (see Equation 6)
mixes step cost, distance, collision, battery, and progress terms and is optimised with
the clipped PPO surrogate loss.

Manager policy.

The wrapper environment ManagerEnv exposes a macro-action interface. At each
macro step the manager selects a waypoint from W = {w(1), . . . ,w(m)} or designates
a UAV to move. For the next K worker steps the chosen UAV heads toward that
sub-goal while the others remain idle. The macro reward is a sparse success-vs-collision
signal,

RM(t) = 51goal − 51col, (1)

where 1goal = 1 if all UAVs reached their goals during the preceding K worker steps,
and 1col = 1 if any collision occurred in that window. Because macro decisions are
infrequent and the reward is already binary, a feed-forward PPO model suffices at this
level; recurrence is unnecessary.

Communication assumptions.

All UAVs share a single worker policy but exchange no explicit messages during execu-
tion. Each agent operates under partial observability based on local position, battery,
and a cropped map view. The worker’s LSTM maintains temporal context, allowing
each UAV to anticipate congestion without communication overhead. Future exten-
sions could add message passing or shared beliefs to enhance coordination in more
complex settings.

Waypoint Dictionary Generation

The manager’s macro-action space is defined by a fixed dictionary W of m grid-cell
waypoints (“presampled grid points” in Table 2). In our implementation:

• We first overlay the free (non-obstacle) cells with a coarse, uniform grid of spacing
dw (e.g. every 2–3 cells).

• We then prune any candidate that falls inside an obstacle, and finally subsample to
the target size |W| = m by retaining:
– all cells within a radius r of each goal (to guarantee local coverage),
– plus a uniform random sample of the remaining free cells.

• This ensures both strategic coverage around goals and broad exploration capability
across the map.
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We evaluated dictionary sizes in {16, 32, 64, 128}:

• Performance (success rate, collision rate) rose sharply from 16→32→64, then
plateaued.

• Beyond 64, the enlarged macro-action space increased training time by 20–30

In our grid benchmarks, |W| = 64 strikes the best balance between spatial coverage
and manager convergence speed, while Proposition 1 guarantees that adding new
waypoints can only improve (or maintain) the optimum return.

3.3 Problem Formulation

We consider a grid-based multi-UAV route-planning task where N UAVs must navi-
gate from their initial positions to designated goals while avoiding collisions with static
obstacles and depleting batteries at each movement step. The environment is partially
observable, and the solution framework is a hierarchical Markov game with separate
manager and worker policies.

State Variables.

Time is discretised into steps t ∈ {0, . . . , Tmax}. Each UAV i ∈ {1, . . . , N} occupies a
grid cell

si(t) =
(

xi(t), yi(t)
)

∈ {0, . . . , G− 1}2, (2)

where G is the grid side length. It also carries a remaining battery bi(t) ∈ [0, B0] and
pursues a fixed goal

gi =
(

g(i)x , g(i)y

)

. (3)

We measure each UAV’s progress toward its goal via the Manhattan distance:

di(t) =
∣

∣xi(t) − g(i)x

∣

∣ +
∣

∣ yi(t) − g(i)y

∣

∣. (4)

Collision Indicator.

Let O ⊂ {0, . . . , G− 1}2 denote the set of obstacle cells. A binary flag

1col,i(t) = 1
{

si(t) ∈ O
}

(5)

is raised if UAV i enters an obstacle cell at time t.

Low-Level Worker Reward.

We employ a shared worker policy πW for local, short-horizon control. At every primi-
tive step (i.e. each of the t steps within a macro interval), UAV i obtains the following
reward:

ri(t) = −0.10 − 0.02 di(t) − 0.0005 d(t) − 0.701col,i(t)
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− 0.501bi(t)=0 + 201di(t)=0 + 0.02
[

di(t− 1) − di(t)
]

, (6)

where d(t) = 1
N

∑N
j=1 dj(t) is the average Manhattan distance across all UAVs.

High-Level Manager Reward.

Every K primitive steps, the manager policy πM (operating at a coarser time scale)
receives:

RM (t) = 51goal − 51col, (7)

where 1goal = 1 if every UAV has reached its goal in the preceding K steps, and
1col = 1 if any collision occurred.

Constraints.

For every time step t and each UAV i ∈ {1, . . . , N} the system must satisfy

bi(t) ≥ 0 (battery non-negativity),

si(t) /∈ O (obstacle avoidance),

0 ≤ xi(t), yi(t) ≤ G− 1 (grid bounds).

We assume each UAV moves synchronously under deterministic first-order grid
dynamics and has perfect self-localisation.

Assumptions.

(A1) Deterministic transitions — the next state of every UAV is a deterministic
function of its current state and primitive action.

(A2) Synchronous moves — all agents execute their chosen primitive actions simulta-
neously at every time step.

(A3) Waypoint reachability — for every state–goal pair there exists a finite waypoint
sequence from the dictionary W = {w(1), . . . , w(m)} that brings the UAV to its
goal without intersecting O.

(A4) Manager commitment — once the manager selects a waypoint w(ℓ), the designated
UAV follows the worker policy until the waypoint is reached or an absorbing
failure state occurs.

Objective.

Let θm and θw denote the parameters of the manager and worker networks,
respectively. The hierarchical policy maximises the discounted return

J(θm, θw) = E

[Tmax
∑

t=0

γt
(

RM (t) +
1

N

N
∑

i=1

ri(t)
)

]

, (8)
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where γ ∈ (0, 1] is the discount factor shared by both manager and worker. In practice,
the overall reward comprises the manager’s sparse feedback (Equation 7) plus each
UAV’s individual feedback (Equation 6) averaged across the fleet.

Partial Observability.

Each UAV has access only to a local k × k grid window around its current position
plus its own battery state, making the environment effectively a Partially Observable
Markov Decision Process (POMDP). To handle this, we embed a Long Short-Term
Memory (LSTM) in the worker policy so each UAV can maintain a hidden state
reflecting recent observations and thereby improve collision avoidance even without
explicit inter-UAV communication.

Proposition 1 (Collision-Free Equilibria) Under assumptions (A1)–(A4), any
subgame-perfect equilibrium of the hierarchical Markov game induced by (πM , πW ) is
collision-free. Formally,

Pr
[

∃ t, i : 1col,i(t) = 1
]

= 0, (9)

and enlarging the waypoint dictionary W (while keeping all existing waypoints) weakly
increases the expected team return in Equation (8).

Proof Outline.

We adapt the hierarchical option-game analysis in [2].

1. Game decomposition — the hierarchical game breaks down into sequential sub-
games of length K. Because transitions are deterministic (A1) and moves are
synchronous (A2), each subgame is a perfect-information game.

2. Safe-waypoint property — by assumption (A3) every UAV has at least one
sequence of waypoints to its goal that avoids obstacles. Any collision-inducing
waypoint immediately incurs the penalty (−5 in Equation 7) and terminates the
run.

3. Backward induction — given that penalty, collision-inducing actions are strictly
dominated at terminal nodes. By backward induction, no rational manager or
worker policy selects such an action in subgame-perfect equilibrium.

4. Monotone improvement — adding new waypoints cannot reduce the maximum
achievable return; existing strategies remain feasible while additional collision-free
paths may shorten detours or save battery. Hence, J(θm, θw) is non-decreasing in
|W|.

These formal properties motivate our hierarchical learning approach discussed in
Section 3.5. Next, we describe how the manager and worker policies interact, how we
freeze the worker’s parameters to stabilize the macro policy learning, and how we train
the system end to end.
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Algorithm 1: Hierarchical PPO–LSTM training and evaluation
Input: scenario set S = {small,medium, large};

worker iterations Nw; manager iterations Nm;
evaluation episodes Neval

Output: final manager parameters θ⋆
m and CSV logs

foreach s ∈ S do

// Stage 1 | Worker pre-training

θw ← TrainPPO
(

MultiUAVEnv, lstm = true, Nw

)

freeze θw as θ⋆
w

// Stage 2 | Manager training (Worker frozen)

θm ← TrainPPO
(

ManagerEnv(θ⋆
w), lstm = false, Nm

)

// Stage 3 | Evaluation
for e← 1 to Neval do

reset ManagerEnv; run Manager + Worker until termination
log success/collision flags, step count, and battery usage

end

aggregate statistics over Neval episodes and write CSV

end

3.4 Markov decision processes

Worker MDP. The worker operates on a discrete grid. States comprise all (xi, yi, bi)
tuples together with static obstacle and goal maps. Each agent’s action space is Ai =
{stay, ↑, ↓,←,→}. Transitions are deterministic moves that drain one battery unit (0.5
when hovering), and rewards follow Equation (6). Because each agent observes only
a k × k local window, the worker faces a partially observable MDP, mitigated by the
LSTM memory.

Manager MDP. At the macro level, the manager observes a compact global summary
(fleet centroid, battery statistics, obstacle map) and selects either a waypoint from W
or the index of the UAV allowed to move. The macro reward RM (t) is defined in the
previous subsection; decisions occur every K worker steps, yielding a shorter effective
horizon and a much smaller action space.

Manager MDP. Every K Worker steps the Manager observes the fleet centroid s̄(t)
and chooses a discrete waypoint index gt ∈W (or, equivalently, the ID of the UAV
that may advance). The macro reward is the sum of underlying Worker rewards over
the K-step window plus the sparse success/collision bonus.

3.5 Learning Pipeline

Stage 1 – Worker pre-training. A shared PPO + LSTM policy πW(·; θw) is trained for
200 iterations (batch 2 k, clip 0.20, LSTM size 256, (γ, λ) = (0.99, 0.95)). Sequence
length is 32 and the Adam optimizer uses learning rate 3×10−4. Convergence yields
θ⋆w, which is frozen thereafter.

Stage 2 – Manager training. With θ⋆w fixed, a feed-forward PPO Manager πM(·; θm)
is optimised on the macro MDP for 200 iterations. Each macro step rolls out K=5
Worker steps, aggregates rewards, and computes PPO advantages with a discount
Γ = 0.99. Hyper-parameters mirror the Worker’s except the model is non-recurrent.
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Table 1: Notation and parameters.

Symbol Meaning

G Grid side length (G×G)
N Number of UAVs in the fleet
si = (xi, yi) Position of UAV i

gi = (g(i)
x , g(i)

y ) Goal of UAV i

bi, B0 Current / initial battery units of UAV i

di, d Manhattan distance of UAV i and fleet average (Eq. 4)
O Set of obstacle cells
1col,i Collision flag for UAV i (Eq. 5)
K Worker steps per manager decision
W Discrete waypoint set for the manager
πW, θw Worker policy and parameters
πM, θm Manager policy and parameters
ri, RM Worker- and manager-level rewards (Eq. 6)
γ Discount factor (both tiers)
Tmax Episode horizon (primitive steps)
J(θm, θw) Expected return objective (Eq. 8)

Deployment. Inference requires only the frozen (θ⋆m, θ⋆w) pair; the centralised critic is
discarded, enabling fully decentralised execution on embedded hardware.

3.6 Complexity and implementation details

Computational complexity.

The hierarchical split reduces the effective planning horizon from O(T ) to O(T/K) at
the macro level and converts the 5N joint-action branching factor of primitive moves
into N macro choices. The result is linear rather than exponential scaling with fleet
size. Homogeneous dynamics allow a single shared worker policy, and the waypoint
dictionary W bounds the manager action space, keeping on-policy updates tractable
even in the largest scenario (N = 6).

Experimental platform.

All experiments ran on a 14-inch MacBook Pro (Apple M1 Pro, 8 CPU cores, 14-core
integrated GPU, 32 GB RAM) using Ray RLlib v2.7, Python 3.10, and the PyTorch
backend. Two CPU rollout workers advanced the environment at roughly 8 × 102

steps s−1; no discrete GPU acceleration was required. Hyper-parameters follow PPO
best practice and were selected by a coarse grid search on the medium grid.

Battery-unit interpretation.

Each move costs one battery unit and hover costs 0.5. A full charge is B0 = 100 units.
Calibrated against a 1.5 kg quadrotor with a 90Wh pack, 100 units translate to roughly
15–20 min of flight, so one unit is about 0.9 Wh. Across all experiments the hierar-
chical controller consumed at most three additional units (relative to PPO+LSTM,
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Table 2: Environment configuration and training hyper-parameters used in all exper-
iments. The first block lists parameters that differ by scenario; the second block lists
parameters that are identical for every run.

Small Medium Large Notes

Grid size G 10 10 10 cells per side
Number of UAVs N 2 4 6
Obstacle cells (count) 2 3 4 see Fig. 2
Obstacle density (%) 20 30 40 relative to G2

Goal positions (count) 2 4 6 one per UAV
Episode horizon Tmax 60 60 60 primitive steps
Initial battery B0 50 50 50 units
Battery cost (move / hover) 1 / 0.5 1 / 0.5 1 / 0.5 units per step
Macro horizon K 20 worker steps per manager action
Waypoint dictionary |W| 64 presampled grid points

Shared PPO hyper-parameters

Worker / manager iterations 200 / 200

Learning rate 3× 10−4 Adam optimiser
Clip ratio 0.20
Discount γ 0.99
GAE λ 0.95
Batch size 2 048
LSTM hidden units 256
Sequence length 20 truncated BPTT

cf. Table 3), a ≤ 5% overhead. To adapt the numbers to another airframe, scale lin-
early by pack energy (e.g. 222 Wh makes one unit ≈ 2.2 Wh). Absolute values are
approximate but the relative efficiency ranking is robust.

4 Evaluation

This section evaluates the hierarchical PPO+LSTM controller against two flat base-
lines—plain PPO and PPO with LSTM—on three grid sizes (small, medium, and
large). All methods use identical hyper-parameters and environment settings (Table 2),
so performance differences reflect algorithmic design alone. Reported metrics are
success rate, collision rate, average episode length, and average battery consumption.

4.1 Experimental set-up

The experiments follow a two-stage training pipeline:

(i) Worker pre-training: a shared PPO + LSTM policy is trained for 200
iterations to cope with partial observability.

(ii) Manager training: the frozen Worker is wrapped inside ManagerEnv. A
feed-forward PPO Manager is trained for 200 macro iterations, issuing
way-points every K = 20 low-level steps.

All algorithms use the same hardware (two CPU rollout workers) and the same random
seeds. Unless otherwise stated, results are averaged over 100 unseen test episodes.
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4.2 Scenario visualisation

Figure 2 shows obstacle layouts, delivery goals, initial UAV positions and the depot
for the three scenarios. Obstacle density (red squares) increases from roughly 20 %
in small to 40 % in large, while the fleet size grows from two to six UAVs, raising
collision risk and coordination complexity.

4.3 Learning dynamics

Figure 3 plots mean episode reward during training. Hierarchical PPO + LSTM
(green) consistently learns faster and converges higher than PPO + LSTM (orange)
and plain PPO (blue).

Small scenario.

In Fig. 3a the hierarchical curve rises rapidly, converging near 17, while PPO + LSTM
stabilises at 14 and PPO at 12.

Medium scenario.

Fig. 3b shows the hierarchy converging around 16; PPO + LSTM and PPO reach ≈11
and 10, respectively.

Large scenario.

In Fig. 3c the hierarchical method still leads, converging near 15 versus ≈ 11 for
PPO + LSTM and 10 for PPO.

4.4 Quantitative results

Figure 3 shows mean episode reward during training; shaded bands are 95 % confi-
dence intervals across three seeds. The hierarchical PPO+LSTM curve is consistently
above the two baselines in all three scenarios.

After training, each policy is evaluated on 100 independent test episodes per scenario.
Table 3 reports success rate, collision rate, average primitive steps, and average battery
consumption. Key findings are:

• Task success and safety. The hierarchy’s success rate never drops below 90% and
peaks at 93% in the medium grid, while the collision rate is always ≤ 10%. Com-
pared with the best flat baseline (PPO+LSTM) this yields gains of 7–16 percentage
points in success and a 2.6× cut in collisions; relative to plain PPO the collision
reduction reaches 3.8× (Table 3).
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(a) Small (b) Medium

(c) Large

Fig. 2: Environment layouts for the small, medium and large scenarios. Obsta-
cles (red), delivery points (green), initial UAV positions (purple) and depot (blue).
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(a) Small (b) Medium

(c) Large

Fig. 3: Smoothed training curves (mean episode reward over 200 iterations). Hierar-
chical PPO + LSTM (green) outperforms both baselines in all scenarios.

• Collisions. In the large grid the hierarchy reduces the collision rate to 10%, a 2.6×
drop versus PPO+LSTM (26%) and a 3.8× drop versus PPO (38%). The rate stays
at or below 10% in all three scenarios.

• Efficiency. These safety gains cost only one–two additional primitive steps relative
to PPO+LSTM (about three versus plain PPO) and roughly three extra battery
units per UAV

• Scalability. From the small to the large grid the hierarchy’s success rate remains
steady (90%→ 90%), whereas PPO+LSTM drops by 9 pp and PPO by 16 pp,
showing that the hierarchical controller degrades far more gracefully.

Welch’s two-sample t-tests (α = 0.05) [25] applied to every metric in all three sce-
narios give p < 0.01, confirming that the hierarchical PPO+LSTM improvements are
statistically significant. The test statistic is
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Table 3: Performance over 100 evaluation episodes (mean ± standard devia-
tion).

Method Scenario Success (%) Collision (%) Avg. Steps Avg. Battery

Hier. PPO+LSTM large 90± 2 10± 1 13.1± 0.5 23.0± 1.6
PPO large 62± 3 38± 3 10.0± 0.6 18.0± 1.4
PPO+LSTM large 74± 3 26± 2 11.2± 0.5 20.1± 1.5

Hier. PPO+LSTM medium 93± 2 7± 1 10.2± 0.4 18.0± 1.3
PPO medium 72± 4 28± 3 8.5± 0.5 14.0± 1.1
PPO+LSTM medium 85± 3 15± 2 9.0± 0.4 16.2± 1.2

Hier. PPO+LSTM small 90± 3 10± 2 7.4± 0.3 12.5± 1.0
PPO small 78± 3 22± 3 6.0± 0.4 10.0± 0.8
PPO+LSTM small 83± 3 17± 2 6.5± 0.3 11.2± 0.9

t =
x̄1 − x̄2

√

s21/N + s22/N
, (10)

with degrees of freedom estimated by the Welch–Satterthwaite formula, where x̄1 and
x̄2 are the sample means for the hierarchy and a baseline, s21 and s22 their respective
variances, and N = 100 the number of test episodes.

Overall, the hierarchical controller delivers higher reliability and safety with minimal
efficiency loss, validating the benefit of separating strategic planning (manager) from
local execution (worker).

4.5 Ablation studies

Three ablation experiments quantify the influence of core design choices.

(a) Freezing the worker Leaving the worker trainable while the manager learns reduces
success by 10–15 percentage points and roughly doubles the collision rate, most
clearly in the large grid. Freezing the pre-trained worker therefore stabilises
macro-level exploration.

(b) Macro-step horizon K Tests with K ∈ {5, 10, 20, 30} reveal a trade-off.
• K = 5 achieves the highest success (about 2 points above K = 20) but

increases training time by roughly 30%.
• K = 30 shortens wall-clock time by about 25% yet lowers success by 6–8

points because distant waypoints overshoot.
The default K = 20 balances learning speed and reliability and is used in all main
results.

(c) Obstacle density Raising obstacle coverage from 40% to 50% in the large grid
increases collisions for every method; nevertheless, the hierarchy still attains 72%
success, at least 20 points higher than either flat baseline.
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In summary, freezing the worker is essential for stable hierarchical learning, a moderate
macro horizon (K = 20) offers the best compromise between efficiency and accuracy,
and the architecture remains robust as spatial complexity grows.

4.6 Summary of findings

The evaluation demonstrates that the hierarchical PPO+LSTM controller consistently
outperforms both flat baselines across all three grid sizes.

• Learning speed and reward. The hierarchy reaches its performance plateau 25–35%
sooner and converges to mean episode rewards that are 3–5 points higher than
PPO+LSTM and 5–7 points higher than plain PPO (Figure 3).

• Task success and safety. Success never falls below 90% and peaks at 93% in the
medium grid, while the collision rate stays below 10%. Relative to the best flat
baseline (PPO+LSTM), this represents gains of 7–16 percentage points in success
and a 2.5–3.8× reduction in collisions (Table 3).

• Efficiency. These safety gains cost only one–two additional primitive steps and
roughly 3 extra battery units per UAV, amounting to less than 5% of the total
energy budget.

• Scalability. When obstacle density rises from 20% to 40% and fleet size from 2 to
6 UAVs, the hierarchy loses 5 percentage points in success, whereas PPO+LSTM
loses 11% and PPO loses 18%. Average reward also degrades more gracefully.

• Robustness to design choices. Ablation studies show that freezing the pre-trained
worker, using a macro horizon of 20 steps, and discretising waypoints are all critical
for stable learning. Deviating from these choices cuts success by up to 15 percentage
points or lengthens training time by about 30%.

• Statistical significance. Welch’s two-sample t-tests on every metric and scenario yield
p < 0.01 (Equation (10)), indicating the improvements are statistically significant.

Separating strategic waypoint selection (manager) from local collision avoidance
(worker) is therefore an effective strategy for safe, energy-efficient multi-UAV naviga-
tion under partial observability and dense obstacles. Section 5 elaborates on practical
implications and outlines future research directions.

5 Limitations and discussion

The experiments show that decoupling global scheduling from local collision avoidance
is decisive for safe, scalable multi-UAV navigation. When the manager reasons over
discrete waypoints and an LSTM-based worker executes short motion bursts, the hier-
archical controller converges faster and reaches higher success than either flat PPO
baseline (Table 3). The advantage widens as the task grows from two to six agents,
confirming that long-horizon credit assignment—not low-level control—is the main
bottleneck for reactive methods.
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Freezing the pre-trained worker during manager learning is equally important: it
provides a stationary low-level skill that stabilises macro exploration and prevents
catastrophic forgetting of obstacle-avoidance behaviour. With this two-tier design the
policy scales to 40% obstacle density without hand-crafted right-of-way rules.

Related hierarchical MARL work—for example, option-critic and unsupervised skill
discovery—learns sub-skills end-to-end. In contrast, the present study fixes a man-
ager–worker split and uses a predefined waypoint dictionary. Bridging these views is
a natural next step: agents could start with a coarse, safe waypoint set and refine it
as experience grows.

Comparison with recent MARL baselines

State-of-the-art cooperative methods such as MAPPO [11], QMIX [22], and MAD-
DPG [21] would further contextualise the results. Pilot tests indicate that MAPPO
incurs substantial overhead from its central critic; on the six-agent grids studied here,
the hierarchical PPO+LSTM converges more quickly in Ray RLlib. Incorporating
MAPPO or other factorised-value approaches remains future work, especially when
scaling to larger fleets or richer mission objectives.

Main limitations

• Grid abstraction. The study ignores continuous dynamics, aerodynamic constraints,
and communication delays. Extending the hierarchy to continuous control (e.g.
SAC or TD3 at the worker level) and to moving obstacles is essential for hardware
deployment.

• Resource realism. The battery model is linear; factors such as voltage sag and pay-
load mass are omitted. Adding battery-sag models or bandwidth contention would
improve realism.

• Single-objective focus. Experiments target collision-free goal reaching. Introduc-
ing mission-level objectives such as cooperative delivery, formation keeping, or
time-window constraints will test whether the two-tier principle suffices when task
coupling extends beyond collision avoidance.

Despite these limitations, hierarchical PPO+LSTM provides a strong baseline for
dense multi-UAV navigation, delivering substantial safety benefits at a modest cost
in path length and battery usage. Future work should transfer the hierarchy to con-
tinuous simulators, add richer resource models, and benchmark against MAPPO-style
cooperative algorithms on larger fleets.

6 Conclusion

We introduced a two-tier reinforcement-learning framework in which a high-level man-
ager selects grid waypoints and a shared PPO+LSTM worker executes collision-aware
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primitives. The training pipeline—worker pre-training followed by manager optimisa-
tion under centralised-training, decentralised-execution—addresses long-horizon credit
assignment and partial observability without hand-crafted rules.

In three scenarios of rising difficulty the hierarchical controller converged faster than
both flat PPO baselines, achieved success rates above 90%, and reduced collisions by
as much as 70%. Performance degraded smoothly as obstacle density increased from
20% to 40% and fleet size from 2 to 6 UAVs, indicating good scalability.

Future work will port the hierarchy to continuous-state simulators that include moving
obstacles, allowing us to test the approach under more realistic aerodynamics and
dynamic traffic. Demonstrating similar safety and scalability in that setting would
strengthen the case for deploying hierarchical decision making in real-world delivery,
inspection, and surveillance missions.

A Detailed Proof of Proposition 1

In this appendix we fill in the formal steps sketched in the main text, particularly the
handling of manager vs. worker timesteps and the backward induction argument.

A.1 Hierarchical Markov Game Formalisation

Recall that the two-tier architecture defines decision points at times 0, K, 2K, and so
on. We describe:

• Macro-state at step n: the fleet centroid, battery statistics, obstacle map, and
worker’s hidden states.

• Macro-action at step n: the manager chooses either a waypoint from W or selects
a UAV index.

• Subgame from t = nK to t = (n+1)K - 1: the worker executes K primitive steps
with the chosen macro-action.

Under assumptions A1 and A2 each subgame is a deterministic game where both
manager and worker observe the full history up to their decision times.

A.2 Safe-Waypoint Lemma

Lemma 2 If there is at least one collision-free sequence of waypoints for each state-goal
pair, then for any state at a macro step there is at least one waypoint whose execution avoids
collisions. Any waypoint that causes a collision yields a penalty of -5 and ends the episode.

Proof By the assumption of waypoint reachability, we can choose the first waypoint in a
known safe sequence. Deterministic transitions ensure no collision. □
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A.3 Backward Induction Argument

For each subgame:

1. Any action that leads immediately to a collision gives a payoff of -5. 2. Any safe
waypoint gives a higher payoff. 3. By backward induction, rational play never chooses
a collision-causing action.

Let u(h, a) be the manager’s payoff after history h and action a. Any action that
causes a collision satisfies

u(h, a) = −5 < u(h, a′)
for all safe actions a′. Therefore, collisions are avoided.

A.4 Monotonicity of Dictionary Size

Adding waypoints cannot reduce the best achievable return because all original actions
remain available and new actions can only add safe options. Therefore the expected
return is non-decreasing in the number of waypoints.
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