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ABSTRACT 
 
The increasing use of Large Language Models (LLMs) has enabled the generation of high-quality synthetic text, providing a 

potential alternative to sensitive real-world datasets in domains where privacy concerns limit data sharing. However, synthetic text 

is not inherently privacy safe. Fine-tuning generative models on domain-specific data can enhance semantic fidelity while 

simultaneously increasing the risk of memorization and information leaks. In this work, we propose a unified evaluation framework 

to systematically analyze the connection between utility and privacy risk in LLM-generated synthetic text. Our framework 

combines semantic utility metrics and practical privacy attacks within a single, controlled pipeline. The key novelty of the proposed 

framework is its joint evaluation of utility and privacy within a single experimental pipeline. Unlike prior studies that often assess 

text quality and privacy risk separately, our framework jointly measures semantic fidelity, distributional alignment, memorization 

behavior, and membership inference vulnerability under the same controlled protocol, enabling direct analysis of the utility–privacy 

trade-off in synthetic text generation.  

We empirically evaluate the framework using GPT-2 fine-tuned on two datasets: AG News as a general-domain benchmark and 

PubMed abstracts as a biomedical-domain validation dataset. Results show that fine-tuning improves semantic utility but also 

increases empirical privacy risk. On AG News, BERTScore increases to 0.81, while membership inference ROC-AUC rises from 

0.45 to 0.64. The PubMed experiment shows the same directional trend, with improved semantic fidelity accompanied by higher 

canary memorization and membership inference vulnerability. Additionally, canary exposure analysis indicates clear memorization 

of rare sequences after fine-tuning. These findings demonstrate a measurable trade-off between utility and privacy in synthetic text 

generation and highlight the importance of jointly evaluating both dimensions. The proposed framework provides a reproducible 

methodology for assessing the privacy risks of high-quality synthetic text and supports more responsible deployment of LLM-based 

synthetic data systems.  
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1. Introduction 

The rapid advancement of Large Language Models (LLMs) has 

enabled the generation of high-quality synthetic text that closely 

resembles human-written content. More broadly, recent engineering 

studies show that artificial intelligence and machine learning are 

increasingly used in model validation, simulation, and predictive 

analysis, emphasizing the need for systematic evaluation of AI-

driven systems. [1,2]. In the context of LLM-generated synthetic text, 

this need is particularly important because synthetic data can serve 

as an alternative to sensitive real-world datasets in domains such as 

healthcare, finance, and the social sciences. In these settings, 

synthetic text can support data sharing and model development 

without directly exposing private records, thereby reducing risks 

associated with centralized data access. 

However, synthetic text is not inherently privacy-safe. The 

growing interest in synthetic data may create a misleading sense of 

security. Because the generated text is newly produced, it is often 

assumed to be automatically anonymized and detached from the 

original training data [3]. Yet, without rigorous empirical validation, 

generative models may act as mirrors of sensitive datasets rather than 
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true privacy-preserving substitutes. Instead of eliminating risk, 

synthetic text may still contain measurable traces of the data used 

during training [4]. This presents a serious information security 

concern. Therefore, systematic empirical evaluation is essential to 

ensure that improvements in text quality do not unintentionally 

increase privacy leakage. 

A critical limitation in the current literature is that utility and 

privacy are frequently evaluated as independent dimensions rather 

than as interrelated variables [5]. Text quality is typically measured 

using semantic and distributional metrics such as BERTScore and 

MAUVE, whereas privacy is assessed through formal bounds or 

attack-based evaluations [6]. This separation makes it difficult to 

quantify the privacy cost associated with improving synthetic text 

fidelity. Evaluation paradigms remain fragmented: while some 

research focuses on maximizing semantic quality, others prioritize 

formal privacy guarantees, and yet few systematically measure how 

marginal gains in semantic fidelity affect empirical leakage. 

Consequently, it remains unclear whether optimizing synthetic text 

for human-like coherence inherently amplifies its susceptibility to 

memorization and membership inference. This unresolved tension 

represents a significant methodological gap, as practitioners lack a 

standardized way to evaluate the security implications of high-

fidelity synthetic data. 

This gap motivates the core research questions of this study: 

 Does the enhancement of semantic quality in LLM-generated 

synthetic text increase empirical privacy risk? 

 How do fine-tuning decisions alter a model’s vulnerability to 

memorization and membership inference attacks? 

To address these questions, we introduce a Unified Evaluation 

Framework that jointly measures semantic utility and empirical 

privacy risk within a single controlled pipeline. 

This framework treats utility and privacy as connected outcomes 

of the same fine-tuning process rather than as separate evaluation 

dimensions. 

The primary contributions of this research are as follows: 

 Unified Joint Evaluation Architecture: We propose a single-

pipeline framework that evaluates semantic utility, distributional 

alignment, memorization, and membership inference 

vulnerability within the same synchronized experimental 

protocol. This distinguishes the proposed approach from prior 

studies that report utility and privacy metrics separately. 

 Quantification of the Utility–Privacy Trade-off: We provide 

empirical evidence that improvements in semantic fidelity 

(BERTScore = 0.81) are associated with a measurable increase 

in membership inference vulnerability (ΔROC-AUC = +0.19). 

 Analysis of Domain Adaptation Risks: We demonstrate that 

even limited fine-tuning can induce memorization and elevate 

empirical privacy risk across both a general-domain news dataset, 

AG News, and a biomedical-domain dataset, PubMed abstracts. 

Together, these contributions provide a structured and 

reproducible methodology for systematically evaluating the security 

implications of high-fidelity synthetic text generation. The following 

section reviews the relevant literature and positions our framework 

within existing research on synthetic data, differential privacy, and 

memorization in large language models. 

 

 

2. Background and Related Work 

2.1. Synthetic data generation with LLM 

Synthetic Data Generation (SDG) has experienced a major shift 

with the rise of Large Language Models (LLMs) based on the 

Transformer architecture. Early SDG methods mainly focused on 

maintaining basic statistical properties such as individual column 

distributions or simple correlations between variables in 

structured data. However, current needs go beyond these 

fundamentals, aiming to capture complex semantic, syntactic, and 

contextual dependencies that are characteristic of natural language. 

Modern LLM-based SDG generates private synthetic datasets for 

downstream training, artificially generated data that serve as 

privacy-preserving substitutes for sensitive real data, enabling 

model training without direct exposure to the original private 

information [6], [7]. Besides helping protect privacy, LLM-based 

SDG can generate more diverse and realistic text samples, 

enhance data variety, and strengthen model robustness. This, in 

turn, leads to better generalization and utility for complex tasks in 

downstream applications. 

Current methodologies for LLM-based SDG are largely 

categorized by their degree of parameter adaptability. Full-

parameter fine-tuning modifies the entire weight space of a 

pretrained model using domain-specific private corpora. Although 

this approach often achieves high semantic fidelity, as measured 

by metrics like BERTScore, it can introduce distributional 

deviations when comparing synthetic outputs to the original data 

distributions, which are usually evaluated with MAUVE. The 

current approach of fine-tuning pretrained language models for 

domain adaptation has been formalized as an effective strategy for 

differentially private synthetic text generation [8]. However, this 

strategy does not inherently prevent the model from internalizing 

unique or rare sequences as generalizable linguistic patterns. 

Recent empirical studies further show that while LLMs can 

generate syntactically and semantically well-formed text, the 

balance between semantic accuracy and privacy protection 

becomes more unstable under stronger privacy constraints or 

smaller model sizes [6]. These findings further reinforce a central 

insight of our study: high linguistic quality does not necessarily 

imply strong privacy protection. Although improved fluency and 

coherence reflect successful domain adaptation, they may also be 

associated with increased retention of training-specific 

information [8]. As model performance improves along semantic 

dimensions, empirical vulnerability to memorization and 

membership inference may also increase. This highlights the 

importance of evaluating synthetic text generation through both 

utility and privacy lenses rather than relying on quality metrics 

alone [9-10]. 

2.2. Formal privacy guarantees: differential privacy 

Differential Privacy (DP) remains the predominant formal 

framework for mitigating information leakage in machine 

learning systems. Defined by the privacy parameters (𝜖, 𝛿), DP 

guarantees that the probability distribution of model outputs 

remains statistically similar regardless of whether any single 

individual’s data is included or excluded from the training set. In 
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the context of LLM training, DP is usually implemented via 

Differentially Private Stochastic Gradient Descent (DP-SGD). 

DP-SGD introduces two main operations: (1) gradient clipping, 

which limits the ℓ₂-norm of per-sample gradients to a fixed 

constant 𝐶 , and (2) adding calibrated Gaussian noise injection 

into aggregated gradients. While this mechanism provides 

measurable privacy guarantees, applying it to large-scale text 

generation often causes significant performance drops. Empirical 

studies show a notable utility loss as the privacy budget 𝜖 

decreases, especially in high-stakes or domain-specific 

applications such as biomedical text generation [11-12]. To 

address this limitation, researchers have proposed alternative 

approaches such as differentially private prompt tuning and 

privacy-preserving in-context learning [13-14]. These methods 

freeze the majority of model parameters and restrict privacy 

mechanisms to lightweight components (e.g., prompt embeddings 

or few-shot exemplars), thereby seeking to optimize the balance 

between performance and privacy.  

Beyond DP-SGD, recent research explores diverse approaches 

like knowledge distillation, local differential privacy, prompt-

based privatization, and low-cost DP text generation to address 

computational and privacy challenges [9,15-17]. While these 

methods show promise, they involve practical trade-offs among 

coherence, scalability, and formal privacy guarantees. Although 

formal differential privacy mechanisms provide theoretical 

bounds on information leakage, they do not strictly guarantee that 

a specific trained model will be free from empirical vulnerabilities 

in practice [6,11]. Mathematical privacy budgets define upper 

limits on risk, yet they do not directly reveal whether generated 

outputs contain memorized or extractable sensitive sequences. 

Therefore, beyond formal guarantees, empirical evaluation of 

model behavior remains essential [10]. Our study addresses this 

gap by directly examining whether improvements in semantic 

quality are associated with measurable memorization and 

membership inference risks in generated text. 

2.3. Memorization in large language models 

A fundamental challenge in privacy-preserving SDG is 

unintended memorization. Because of their high capacity and 

large number of parameters, LLMs can memorize rare sequences 

and outliers or reproduce word-for-word segments from their 

training data. This behavior becomes especially noticeable during 

fine-tuning, where models are exposed to smaller and more 

concentrated datasets compared to their large-scale pretraining 

phase. 

Risks related to memorization have been thoroughly examined 

concerning confidentiality assurances, suggesting that traditional 

language modeling goals do not inherently prevent the retention 

of sensitive sequences [4]. Survey results also show that 

memorization is a recognized and measurable risk in LLM-based 

systems [18].  

Exposure analysis provides a quantitative methodology for 

assessing memorization by inserting fake "canary" sequences into 

the training data and evaluating the model's probability scores 

against random alternatives [19]. Research findings indicate that 

factors such as regular exposure and precise adjustment can 

significantly increase the likelihood of retaining information. 

Moreover, security issues may persist even when synthetic data is 

generated from a pre-trained model if the original generator 

incorporated sensitive information. This indicates a potential 

leaking mechanism by which retained knowledge may be 

indirectly preserved across synthetic datasets [20-21]. 

2.4. Inference attacks 

The practical manifestation of memorization is LLMs' 

vulnerability to inference attacks, particularly Membership 

Inference Attacks (MIAs) [20-21]. In an MIA, an adversary 

attempts to determine whether a specific record was included in 

the model’s training set. This attack exploits the systematic 

discrepancy in model behavior between training samples and 

unseen data, commonly observed through differences in loss or 

perplexity [22]. 

Empirical studies demonstrate that fine-tuned LLMs without 

rigorous privacy safeguards are especially susceptible to such 

attacks [3,11]. Attack success is typically quantified using the 

Area Under the Receiver Operating Characteristic curve (ROC-

AUC), where 0.50 indicates random guessing and values 

approaching 1.00 reflect increasing leakage risk [20-21]. 

Recent benchmarking studies indicate that high performance on 

utility-focused metrics (e.g., semantic similarity or downstream 

accuracy) may occur in parallel with measurable inference 

vulnerabilities [3,11]. This empirical link between utility and 

privacy highlights the need for integrated evaluation frameworks 

rather than relying only on isolated metrics. 

2.5. Methodological gap in utility–privacy evaluation 

Despite significant progress in differentially private text 

generation, a methodological gap remains in systematically 

combining utility and empirical privacy evaluation. Many studies 

report both quality metrics and privacy guarantees, but these 

measurements are often shown separately instead of being 

analyzed in relation to one another. Utility metrics such as 

BERTScore and MAUVE measure semantic accuracy and 

distribution similarity, while privacy analysis emphasizes formal 

(ε, δ) guarantees or empirical attack success rates. However, few 

studies explicitly explore how improvements in utility relate to 

observable changes in memorization or vulnerability to inference 

attacks.  

Benchmarking initiatives such as SynBench have begun 

incorporating utility and privacy metrics [3]. However, current 

evaluations rarely provide a systematic framework that explicitly 

measures the marginal privacy cost of incremental utility 

improvements. As a result, practitioners lack practical tools to 

evaluate how fine-tuning decisions affect the balance between 

utility and privacy. 

A key limitation in the current literature is the absence of a 

unified empirical methodology for systematically evaluating the 

practical privacy risks of synthetic text generation in real-world 

scenarios. Although recent work has proposed multi-faceted 

evaluation frameworks for synthetic data [5], these methods do 

not explicitly examine how utility improvements relate to 

measurable changes in memorization behavior or inference 

vulnerability. 

Consequently, there is still a need for a reproducible 
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experimental framework that jointly evaluates semantic quality, 

distributional fidelity, memorization risks, and vulnerability to 

inference attacks within a controlled setting. 

Existing frameworks provide important foundations for 

evaluating synthetic text and privacy-preserving generation. For 

example, SynBench offers a broad benchmark for differentially 

private text generation and incorporates both utility- and privacy-

oriented evaluation dimensions [3]. Similarly, Yuan et al. propose 

a multifaceted evaluation framework to assess synthetic data 

generated by LLMs across several quality and risk dimensions [5]. 

However, these frameworks are broader in scope and do not 

specifically focus on a controlled before-and-after fine-tuning 

analysis that directly links semantic utility, canary-based 

memorization, and membership inference vulnerability within the 

same experimental pipeline. In contrast, our framework is 

designed to observe how domain adaptation changes both utility 

and empirical privacy risk under identical model and dataset 

conditions. Therefore, the proposed framework complements 

existing benchmarks rather than replacing them. 

To address this gap, we conduct a structured empirical 

evaluation that simultaneously measures utility and privacy risk 

in LLM-generated synthetic text. Rather than introducing a new 

defense mechanism or formal privacy guarantee, our objective is 

to quantify how fine-tuning affects memorization behavior and 

susceptibility to inference attacks under realistic conditions. 

Specifically, we correlate semantic similarity (BERTScore), 

distributional alignment (MAUVE), exposure-based 

memorization analysis, and membership inference vulnerability 

within a unified experimental framework. By examining model 

behavior before and after fine-tuning, we provide measurable 

evidence of how incremental training decisions alter the privacy 

risk profile of a generative model. 

The following section details the experimental design, 

including dataset selection, model configuration, attack 

procedures, and metric computation used to empirically evaluate 

privacy leakage. 

3. Proposed Evaluation Framework 

This study introduces a structured empirical framework 

designed to simultaneously evaluate semantic utility and 

empirical privacy risk in LLM-generated synthetic text. Unlike 

prior methodologies that analyze these dimensions independently 

[3], [5], our approach integrates utility and privacy assessments 

within a unified experimental pipeline. 

The overall architecture of the proposed evaluation pipeline is 

illustrated in Figure 1. The process begins with a real text dataset, 

which is used to fine-tune a pre-trained GPT-2 model for domain 

adaptation. In this study, the framework is applied first to AG 

News and then extended to PubMed abstracts as a biomedical-

domain validation dataset. The fine-tuned model then generates 

synthetic text samples under controlled experimental settings. 

These generated outputs are subsequently routed into two 

parallel evaluation modules. The Utility Module assesses 

semantic fidelity and distributional alignment using BERTScore 

and MAUVE, respectively. In parallel, the Privacy Module 

evaluates memorization and inference vulnerability through 

Canary Exposure analysis and Membership Inference Attacks 

(MIA). Finally, the results from both modules are integrated to 

quantify the utility–privacy trade-off, enabling systematic 

analysis of how improvements in semantic quality relate to 

empirical privacy risk.  

Within each dataset, all stages are executed under identical 

dataset splits and model configurations to ensure that observed 

differences reflect the effect of fine-tuning rather than 

experimental variance. 

Figure 1. Overview of the unified evaluation framework. (The Utility 

Module evaluates BERTScore and MAUVE, while the Privacy Module 

evaluates Canary Exposure and MIA to analyze the utility–privacy trade-

off.) 

3.1. Joint utility–privacy evaluation methodology 

We designed a controlled pipeline that measures utility and 

privacy under identical dataset splits and model configurations. 

GPT-2 is selected as the base architecture due to its computational 

efficiency and suitability for repeated membership inference 

testing [8]. The framework consists of two parallel evaluation 

phases: (1) Utility Assessment of synthetic outputs and (2) 

Empirical Privacy Risk Analysis based on memorization and 

attack-based metrics.  

3.2. Utility evaluation: semantic and distributional fidelity 

Utility is evaluated along two complementary axes to measure 

both instance-level accuracy and corpus-level diversity [3,6]. 

3.2.1. Semantic fidelity: BERTScore 

Semantic fidelity is measured using BERTScore, which 

captures contextual similarity between real and synthetic text in 

the embedding space [3]. This allows for the evaluation of 

semantic equivalence even when lexical overlap is limited, 

ensuring the synthetic text preserves the informational content of 

the underlying data distribution. 

3.2.2. Distributional fidelity: MAUVE 

While BERTScore captures local semantic similarity, it does 

not assess global distributional alignment. We therefore employ 

MAUVE, a divergence-based metric that compares real and 

synthetic text distributions in embedding space [6,7]. MAUVE 

estimates the divergence between the real data distribution 𝑃 and 

the synthetic distribution 𝑄, producing a score between 0 and 1, 

where higher values indicate closer alignment at the corpus level. 
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3.3. Privacy evaluation: measuring memorization and 

inference risk 

Rather than relying solely on formal differential privacy 

guarantees, we conduct empirical privacy evaluation to directly 

measure memorization behavior and inference vulnerability in 

generated outputs [7,23-24]. 

3.3.1. Memorization risk: canary exposure analysis 

Memorization is evaluated using a canary-based exposure 

framework [7,11,19]. A unique synthetic sequence ("canary") is 

inserted into the training dataset with controlled repetition. After 

fine-tuning, we compute the model's likelihood for the canary and 

convert it to perplexity using Eq. (1). 

   1
exp log

1

n
perplexity s p s s

i iN i


 
  

 
 

      (1) 

Where 𝑠 = (𝑠1, … , 𝑠𝑁) denotes a token sequence of length 𝑁, 

𝑝𝜃  represents the model parameterized by 𝜃 , 𝑠𝑖  is the 𝑖 -th 

token, and 𝑠<𝑖 denotes the preceding context tokens. 

Exposure is then estimated by comparing the canary's 

perplexity with that of randomly generated alternative sequences. 

A substantially lower perplexity for the canary indicates potential 

memorization and increased privacy risk [11,19]. 

3.3.2. Membership inference vulnerability (MIA) 

In addition to specific sequence memorization, we evaluate 

vulnerability to Membership Inference Attacks (MIA) [21-22]. In 

a threshold-based MIA, an adversary observes model loss for a 

target record and predicts membership based on whether it falls 

below a predetermined threshold. For each sample 𝑥, we compute 

perplexity and label it as either a member (training set) or a non-

member (test set). Attack effectiveness is quantified using the 

mean perplexity difference between members and non-members, 

as well as ROC-AUC. An ROC-AUC of 0.50 indicates random 

guessing, while values approaching 1.00 indicate significant 

membership leakage [20,25]. 

3.3.3. Threat model 

In this study, we assume a black-box membership inference 

adversary. The adversary does not have access to the model 

parameters, gradients, training procedure, or internal activations. 

Instead, the adversary can submit candidate text records to the 

target model and observe the model’s output likelihood, 

represented through loss or perplexity. This assumption reflects a 

realistic API-based setting in which a model provider may expose 

token probabilities, log-likelihood scores, or equivalent 

confidence information [20-21]. 

The adversary’s goal is to determine whether a target record 

was included in the model’s fine-tuning dataset. For each 

candidate record, the adversary computes its perplexity under the 

target model and predicts membership if the perplexity is below a 

selected threshold. The intuition is that fine-tuned models often 

assign higher likelihood, and therefore lower perplexity, to 

records seen during training than to unseen records [20-21,25]. 

The query budget is limited to one query per candidate record. In 

our experiments, the attack evaluates balanced sets of members 

and non-members, where members are sampled from the fine-

tuning data and non-members are sampled from a disjoint hold-

out split. Attack effectiveness is measured using ROC-AUC and 

accuracy. ROC-AUC captures threshold-independent separability 

between member and non-member records, while accuracy 

reflects the performance of a threshold-based attack [25]. 

3.4. Integrated analysis of utility–privacy trade-off 

Building on established utility and privacy metrics, we examine 

their relationship within a controlled experimental setting. Our 

framework simultaneously evaluates BERTScore and MAUVE 

alongside Canary Exposure and MIA ROC-AUC to determine 

how marginal gains in semantic and distributional utility relate to 

empirical privacy risk. By comparing model behavior before and 

after fine-tuning under identical conditions, we estimate the 

marginal privacy cost associated with incremental improvements 

in semantic utility [6,8-9]. 

4. Experimental Setup 

To empirically validate our evaluation framework, we conduct 

a series of controlled fine-tuning experiments. The setup is 

designed to isolate the impact of domain-specific adaptation on 

the model’s empirical utility–privacy trade-off. 

4.1. Dataset selection and preprocessing 

We use two datasets to evaluate the proposed framework. The 

primary experiment is conducted on AG News, a standard 

general-domain news classification corpus [26]. To address 

experimental diversity and evaluate the framework in a domain-

sensitive setting, we additionally conduct a biomedical validation 

experiment using PubMed abstracts. 

AG News contains 120,000 training samples and 7,600 testing 

samples across four categories: World, Sports, Business, and 

Sci/Tech. It is suitable for controlled evaluation because of its 

clear thematic structure and consistent record length (~39 words), 

which provides a stable baseline for evaluating both semantic 

fidelity and distributional shifts in synthetic text [3,7]. 

For the biomedical-domain validation experiment, we use 

PubMed scientific abstracts from the long-document 

summarization dataset introduced in [27], which pairs each 

PubMed article with its abstract. PubMed abstracts are used as 

domain-sensitive medical text because they contain specialized 

biomedical vocabulary and represent a privacy-relevant setting. 

This makes them suitable for testing whether the observed utility–

privacy pattern generalizes beyond news data. PubMed-style 

scientific article summarization has also been used in later 

biomedical summarization research, further supporting its 

suitability as a domain-sensitive text source [28]. 

For AG News, we partition the data into: 

 Fine-tuning Set: A subset of 10,000 records used for domain 

adaptation. 

 Hold-out Set: 5,000 records reserved for Membership 

Inference (MIA) and Perplexity baseline comparisons. 

 Canary Sequence: A unique synthetic string inserted with 

controlled repetition into the fine-tuning data to quantify 

memorization behavior [19]. 

For the PubMed validation experiment, we follow the same 

experimental logic: 
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 Fine-tuning Set: 10,000 PubMed abstract records used for 

biomedical-domain adaptation.  

 Hold-out Set: 5,000 PubMed abstract records reserved for 

MIA and perplexity comparison.  

 Evaluation References: 1,000 PubMed abstracts used for 

semantic utility evaluation.  

 Canary Sequence: A unique synthetic medical-style sequence 

inserted into the fine-tuning set with controlled repetition. 

4.2. Model architecture: GPT-2 

The pre-trained GPT-2 (base) architecture is utilized as our 

generative backbone. GPT-2 remains widely used in privacy 

evaluation studies due to its computational tractability and 

representativeness of decoder-only Transformer architectures [8]. 

4.3. Training and fine-tuning protocol  

The model is implemented using the HuggingFace 

Transformers library [29]. To isolate the empirical impact of 

domain adaptation, we compare two model configurations for 

each dataset: (1) a pre-trained GPT-2 baseline and (2) a GPT-2 

model fine-tuned on the corresponding dataset. The same model 

architecture is used for AG News and PubMed to ensure that 

differences reflect dataset-domain effects rather than architectural 

changes. 

4.3.1. Baseline configuration 

The zero-shot baseline corresponds to the original pre-trained 

GPT-2 model, evaluated without additional exposure to the target 

dataset. This baseline represents the model’s inherent linguistic 

capability and serves as a reference privacy state. All reported 

utility and privacy metrics for the fine-tuned model are evaluated 

relative to this baseline, allowing us to quantify the marginal 

utility gain and the associated privacy cost introduced by domain 

adaptation. 

4.3.2. Fine-tuning setup 

Fine-tuning is performed using the AdamW optimizer with a 

learning rate of 5 × 10⁻⁵. Training is conducted for one epoch, with 

a batch size of 8 for AG News and 4 for PubMed, and a maximum 

sequence length of 128 tokens. The smaller PubMed batch size is 

used to account for the longer biomedical abstracts and hardware 

memory constraints. No early stopping criterion is applied 

because training is fixed to a single epoch. This controlled setting 

helps reduce excessive overfitting while allowing measurable 

domain adaptation and clearer observation of the impact of fine-

tuning on both utility and privacy risk.  

All experiments are executed on Apple Silicon hardware using 

PyTorch MPS acceleration. 

4.3.3. Synthetic data generation protocol 

After training, synthetic text is generated from both the zero-

shot and fine-tuned models under identical decoding conditions. 

To ensure domain alignment, generation is conditioned on 

dataset-specific prompts. For AG News, prompts are derived from 

category labels such as “Business:”, “Sports:”, “World:”, and 

“Sci/Tech:”. For PubMed, prompts use biomedical-style prefixes 

such as “Medical study:”, “Clinical findings:”, “Biomedical 

research:”, “Patient outcome:”, and “Treatment response:”. These 

prompts guide the generated outputs toward the corresponding 

domain while preserving the same generation protocol across both 

experiments. For each model configuration, we generate 1,000 

synthetic samples for utility evaluation. 

4.3.4. Decoding strategy 

For synthetic text generation during utility evaluation, we 

employ nucleus (top-p) sampling with 𝑝 = 0.95 , and a 

temperature 𝑇 = 1.0. These parameters are selected to maintain 

a balance between linguistic diversity and semantic coherence, 

consistent with the settings commonly adopted in prior LLM 

evaluation studies. A top-p threshold of 0.95 allows sufficient 

variability in token selection without introducing excessive 

randomness, while a temperature of 1.0 preserves the model’s 

natural probability distribution. Importantly, this configuration 

avoids overly deterministic (greedy) decoding, which could 

artificially inflate memorization signals and bias privacy risk 

measurements. 

Decoding parameters can influence both the diversity of generated 

text and the observed privacy metrics. More deterministic settings, 

such as low temperature, greedy decoding, or restrictive top-k 

sampling, may increase the likelihood of reproducing high-

probability sequences learned during fine-tuning. This can amplify 

memorization indicators such as Canary Exposure, especially when 

rare sequences receive high model likelihood. In contrast, stochastic 

decoding with nucleus sampling introduces controlled variability, 

reducing the chance that memorized sequences are repeatedly 

generated while still preserving semantic coherence. 

4.4. Implementation of metrics 

BERTScore: We computed BERTScore using the bert-score im-

plementation with the default RoBERTa backbone (roberta-base) 

and report the mean F1 score over the evaluation set. Computation 

was executed on Apple Silicon using the MPS backend when 

available. 

MAUVE: We measured corpus-level distributional alignment us-

ing MAUVE as implemented in the mauve-text library. MAUVE 

was computed by featurizing real and synthetic corpora in embed-

ding space and estimating their distributional divergence, produc-

ing a score between 0 and 1, where higher values indicate closer 

alignment. We used the library’s default featurization and cluster-

ing configuration [30]. 

Privacy Attacks: MIA is conducted as a threshold-based black-

box attack using record-level perplexity scores. The adversary is 

assumed to query the model once per candidate record and to ob-

serve the resulting loss or perplexity value. Membership is in-

ferred by assigning records with lower perplexity to the member 

class. Attack performance is reported using ROC-AUC and accu-

racy [21], [24]. 

The full set of metrics, including BERTScore, MAUVE, canary 

analysis, and MIA, is reported for the primary AG News experi-

ment. For the PubMed validation, we report BERTScore, canary 

perplexity, MIA ROC-AUC, and MIA accuracy. MAUVE is not 

included in the PubMed validation because this secondary exper-

iment was designed as a targeted domain-sensitivity check fo-

cused on semantic fidelity and empirical privacy risk. 
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For the biomedical-domain validation experiment, we compute 

95% bootstrap confidence intervals for the sample-based metrics, 

including BERTScore F1, MIA ROC-AUC, and MIA accuracy. 

Bootstrap resampling is performed with replacement over the 

evaluation samples, and the 2.5th and 97.5th percentiles are re-

ported as the confidence interval bounds. Canary perplexity is re-

ported descriptively because it is computed for a controlled in-

serted sequence rather than a distribution of independent samples. 

The reported results are based on controlled single-run 

experiments with fixed random seeds and consistent evaluation 

settings. To support reproducibility, the model configuration, dataset 

splits, decoding parameters, threat model, and evaluation metrics are 

explicitly reported. For the PubMed validation experiment, bootstrap 

confidence intervals are additionally reported for sample-based 

metrics to provide an estimate of statistical reliability. Repeated 

multi-seed fine-tuning is left for future work, as the present study 

focuses on establishing and validating the unified evaluation 

framework. 

5. Results and Analysis  

In this section, we present results comparing pre-trained GPT-

2 with fine-tuned GPT-2 under two experimental settings. The 

primary evaluation is conducted on AG News, while an additional 

biomedical-domain validation is conducted on PubMed abstracts. 

The AG News experiment reports the full evaluation framework, 

including BERTScore, MAUVE, canary exposure, and MIA. The 

PubMed experiment provides an additional domain-sensitive 

validation using BERTScore, canary perplexity, and MIA.  

Our analysis examines how improvements in semantic utility 

relate to measurable changes in empirical privacy risk. Table 1 

summarizes the quantitative comparison between the baseline and 

the fine-tuned GPT-2 models on AG News across utility and 

privacy dimensions. 

As shown in Table 1, gains in semantic utility are accompanied 

by measurable increases in memorization and membership 

inference vulnerability, providing numerical evidence of the 

utility–privacy trade-off. 

Table 1. Comparative analysis of utility and privacy metrics 

Category Metric 
Baseline 

GPT-2 

Fine-

tuned 

GPT-

2 

Δ (Fine-

tuned − 

Baseline) 

Utility 

(Fidelity) 

BERTScore (F1) 

↑ 
0.80 0.81 +0.01 

MAUVE ↑ 0.11 0.12 +0.01 

Privacy 

(Memorization) 

Canary 

Perplexity ↓ 
83 23 −60 

Exposure Rank 

↑ 
0.00 1.00 +1.00 

Privacy 

(Inference) 

MIA ROC-AUC 

↑ 
0.45 0.64 +0.19 

MIA Accuracy ↑ 0.46 0.56 +0.10 

Note: Higher BERTScore and MAUVE indicate better utility. Higher 
MIA ROC-AUC, MIA accuracy, and exposure rank indicate greater 
privacy risk. Lower Canary Perplexity means a higher likelihood of the 
inserted canary sequence and a stronger memorization risk. 

 

 

5.1. Utility performance  

Utility is evaluated along two complementary dimensions: 

Semantic Fidelity: The fine-tuned model achieved a BERTScore 

(F1) of 0.81, indicating strong semantic alignment with the 

reference corpus. 

Distributional Fidelity: The MAUVE score of 0.12 indicates 

weak-to-moderate corpus-level distributional alignment between 

the generated and real AG News texts. Since MAUVE ranges 

from 0 to 1, with higher values indicating closer alignment 

between the model-generated and human text distributions, a 

score close to 0.12 suggests that the fine-tuned model does not 

fully reproduce the global distributional characteristics of the 

original dataset. This may be influenced by the structure of AG 

News, where samples are short, category-specific, and 

stylistically compact. As a result, the model may capture local 

semantic similarity, reflected by BERTScore, while still failing to 

match broader corpus-level diversity and distributional patterns 

measured by MAUVE.  

This utility gap is consistent with prior findings showing that 

strong sentence-level coherence does not necessarily imply full 

distributional alignment [30], and it highlights the importance of 

evaluating both instance-level and corpus-level metrics. 

5.2. Exposure analysis 

To measure the risk of exact-sequence memorization, we 

analyzed changes in the model’s perplexity assigned to the 

inserted "canary" sequences. 

Perplexity Shift: Canary perplexity decreased from 83 to 23, 

representing a 3.6× increase in model likelihood and indicating 

substantial memorization. 

Exposure Rank: The model achieved an Exposure Rank of 1.00, 

meaning the true canary received a higher likelihood than all 

negative variants. 

These results confirm that even limited fine-tuning can induce 

deterministic memorization of rare sequences. 

 

 
Figure 2. Perplexity distributions of member and non-member samples 

under the fine-tuned GPT-2 model on AG News. (Lower member 

perplexity indicates increased membership inference vulnerability.) 
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5.3. Membership inference results 

The Membership Inference Attack (MIA) evaluates the model's 

vulnerability to an adversary attempting to distinguish between 

training "members" and “non-member” samples drawn from a 

disjoint hold-out split. 

 

ROC-AUC: Increased from 0.45 (near random) to 0.64, indicating 

measurable membership leakage. 

Accuracy Gain: Improved from 0.46 to 0.56, reflecting a 10% 

increase in inference capability. Figure 2 further shows a leftward 

shift in perplexity for training members, confirming that fine-

tuning introduces distinguishable membership signals. 

An ROC-AUC of 0.64 indicates measurable membership 

leakage. While the synthetic text appears "safer" than the original 

data, the fine-tuning process has left a measurable "footprint" of 

the training samples in the model's probability space [21]. 

5.4. The utility–privacy trade-off 

Our results provide empirical evidence of a nonlinear trade-off 

between utility improvements and increased privacy vulnerability. 

We observe a +0.19 increase in ∆ 𝑹𝑶𝑪 − 𝑨𝑼𝑪  when high 

semantic utility (0.81 BERTScore) is achieved. This suggests that 

the representational adaptations that enhance semantic fidelity 

may also amplify susceptibility to inference attacks.  

As illustrated in Figure 3, improvements in semantic quality are 

accompanied by a measurable rise in empirical privacy risk. These 

findings reinforce our central claim: high utility does not guarantee 

privacy safety, and performance gains may introduce detectable 

information leakage. Importantly, the magnitude of the privacy 

increase exceeds the observed utility gain, suggesting that the 

practical value of fine-tuning should be evaluated in relation to its 

privacy cost rather than utility improvement alone. 

Figure 3. Utility–privacy trade-off on AG News. (BERTScore F1 

represents semantic utility, while MIA ROC-AUC represents empirical 

privacy risk.) 

Overall, the results demonstrate that evaluating synthetic data 

solely on utility metrics is insufficient. An integrated assessment 

of both performance and privacy risk is essential for responsible 

deployment in sensitive domains. 

 

 

5.5. Biomedical-domain validation on PubMed 

 To extend the empirical evaluation beyond a single benchmark 

dataset, we conducted an additional validation experiment using 

PubMed abstracts as a biomedical-domain dataset. The same 

GPT-2-based pipeline was applied for fine-tuning, semantic 

utility evaluation, canary memorization analysis, and perplexity-

based Membership Inference Attack evaluation. This secondary 

experiment focuses on BERTScore and empirical privacy metrics 

to test whether the observed utility–privacy pattern also appears 

in a domain-sensitive biomedical setting. 

As shown in Table 2, fine-tuning improved the semantic fidelity 

in the biomedical domain. BERTScore increased from 0.7848 for 

baseline GPT-2 to 0.8073 after fine-tuning. At the same time, 

canary perplexity decreased from 445.77 to 204.85, indicating that 

the fine-tuned model assigned a higher likelihood to the inserted 

rare sequence. Membership inference vulnerability also increased, 

with ROC-AUC rising from 0.4850 to 0.5414 and MIA accuracy 

increasing from 0.505 to 0.541. 

 Although the magnitude of privacy leakage is more moderate 

than in AG News, the PubMed experiment supports the 

applicability of the proposed framework beyond a single news-

domain dataset. These findings suggest that the utility–privacy 

relationship is domain-dependent, but the framework remains 

capable of detecting privacy-risk shifts after domain adaptation. 

Table 2. PubMed validation 

Dataset Model 
BERTSc

ore-F1 ↑ 

Canary 

Perplexit

y ↓ 

MIA 

ROC-

AUC ↑ 

MIA 

Accuracy 

↑ 

PubMed 
Baseline 

GPT-2 

0.7848 

[0.7830, 

0.7857] 

445.77 

0.4850 

[0.4584, 

0.5114] 

0.505 

[0.4810, 

0.5265] 

PubMed 

Fine-

tuned 

GPT-2 

0.8073 

[0.8063, 

0.8087] 

204.85 

0.5414 

[0.5168, 

0.5675] 

0.541 

[0.5170, 

0.5610] 

Values in square brackets indicate 95% bootstrap confidence intervals. 
Canary perplexity is reported descriptively because it is computed for a 
controlled inserted sequence. 

To further visualize the relationship between utility and privacy 

risk in the PubMed experiment, Figure 4 shows BERTScore and 

MIA ROC-AUC before and after fine-tuning. The figure shows that 

fine-tuning enhances semantic fidelity while also increasing 

vulnerability to membership inference.  

The confidence intervals support the stability of the PubMed 

validation results. BERTScore increases from 0.7848 [0.7830, 

0.7857] to 0.8073 [0.8063, 0.8087], indicating a consistent 

improvement in biomedical-domain semantic fidelity. MIA ROC-

AUC also increases from 0.4850 [0.4584, 0.5114] to 0.5414 [0.5168, 

0.5675], suggesting a measurable increase in membership inference 

vulnerability after fine-tuning. Although the privacy-risk increase is 

moderate, the direction is consistent with the AG News experiment. 

6. Discussion 

This study examined the relationship between synthetic text 

quality and privacy risk in Large Language Models (LLMs). The 

experiments investigate this relationship across two domains: AG 

News as a general news benchmark and PubMed abstracts as a 

biomedical validation dataset. The results show a clear and 
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measurable tension between enhancing utility and maintaining 

privacy. 

Fine-tuning GPT-2 on the AG News dataset improved semantic 

quality, reaching a BERTScore of 0.81. This indicates successful 

domain adaptation, but the improvement is accompanied by 

measurable privacy risk. 

 

Figure 4. Utility–privacy trade-off on PubMed. (BERTScore F1 

represents biomedical-domain semantic utility, while MIA ROC-AUC 

represents empirical privacy risk) 

Figure 3 shows that a small improvement in semantic fidelity 

coincides with a larger increase in membership inference 

vulnerability. In other words, as the model improved at generating 

news-style text, it became more likely to reveal traces of its 

training set. 

An important observation is that the utility gain is relatively 

marginal compared with the increase in empirical privacy risk. In 

the AG News experiment, BERTScore improves only from 0.80 

to 0.81, whereas MIA ROC-AUC increases from 0.45 to 0.64. 

This imbalance suggests that the practical benefit of fine-tuning 

may be limited when the objective is only a small improvement in 

semantic fidelity. In privacy-sensitive applications, such a gain 

would not necessarily justify the increased membership inference 

risk unless additional safeguards, such as differential privacy, 

access control, or post-generation filtering, are applied. Therefore, 

the results should not be interpreted as evidence that fine-tuning 

is automatically beneficial. Rather, they show that even modest 

utility gains can introduce measurable privacy costs, reinforcing 

the need for joint utility–privacy evaluation before synthetic text 

is released. 

The perplexity histogram in Figure 2 shows a noticeable shift 

between member and non-member samples after fine-tuning. 

Although some overlap remains between the two distributions, the 

overall downward shift for training samples explains the increase 

in ROC-AUC. Importantly, this distribution-level behavior differs 

from the canary analysis. While the canary achieved an Exposure 

Rank of 1.00—indicating deterministic memorization of that 

specific sequence—the broader histogram reflects aggregate 

membership vulnerability across the dataset. Together, these 

results indicate that memorization can occur at both individual-

sequence and distributional levels. 

Interestingly, while semantic fidelity was high, the MAUVE 

score remained moderate (0.12). This suggests that local semantic 

improvements do not necessarily require full distributional 

alignment with the real dataset. However, even without strong 

corpus-level realism, privacy risk still increased. This indicates 

that privacy degradation may be more closely related to 

representational adaptation than to overall distribution similarity. 

These findings highlight an important practical implication: high 

utility metrics should not be interpreted as a sign of safety. 

Improvements in semantic quality should be treated as a potential 

indicator for increased membership leakage. 

The PubMed validation further supports this conclusion. 

Although the privacy-risk increase is smaller than in AG News, 

the direction remains consistent: fine-tuning improves 

BERTScore while reducing canary perplexity and increasing MIA 

ROC-AUC. This suggests that domain adaptation can introduce 

measurable privacy risk even in a specialized biomedical setting. 

At the same time, the weaker MIA increase on PubMed indicates 

that privacy leakage is not uniform across datasets and may 

depend on domain vocabulary, record structure, and fine-tuning 

behavior.  

From a practical perspective, these findings indicate that 

synthetic text should not be released or reused based only on high 

utility scores. Even when generated samples show strong semantic 

similarity to real data, the model may still retain training-specific 

signals that increase memorization and membership inference 

risks. Therefore, practitioners working with sensitive domains 

such as biomedical, legal, or financial text should combine quality 

evaluation with privacy-risk testing before deployment. If 

empirical privacy risk remains high, additional safeguards such as 

differential privacy, stricter access control, output filtering, or 

limiting release to aggregated synthetic data should be considered. 

Finally, this study addresses a methodological gap in existing 

literature. Many prior works evaluate utility and privacy 

separately. Our framework evaluates semantic fidelity, 

distributional similarity, memorization exposure, and inference 

vulnerability within the same controlled pipeline. This integrated 

approach provides a clearer understanding of the real trade-offs 

involved in synthetic text generation. 

7. Conclusion and Future Work 

This paper introduced a unified evaluation framework for jointly 

assessing utility and privacy risks in LLM-generated synthetic 

text. Using GPT-2 fine-tuned on AG News and additionally 

validated on PubMed abstracts, we demonstrated three critical 

findings: 

Utility and privacy risk are linked: On AG News, improved 

semantic fidelity was accompanied by an increase in membership 

inference vulnerability from 0.45 to 0.64 ROC-AUC. The 

PubMed experiment showed the same directional trend, with 

BERTScore increasing from 0.7848 to 0.8073 and MIA ROC-

AUC increasing from 0.4850 to 0.5414. 

Memorization can occur even with limited fine-tuning: The 

significant drop in canary perplexity and the exposure rank of 1.00 

confirm that rare sequences can be memorized and become 

extractable. 
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Synthetic data is not inherently private: Generating new text does 

not automatically eliminate privacy risks. Without explicit 

evaluation, synthetic data may still carry measurable traces of the 

original training set. 

Overall, this work provides a structured and reproducible 

method for measuring the utility–privacy trade-off in generative 

language models. It shows that evaluating synthetic text quality 

alone is insufficient for safe deployment in sensitive domains. 

These results strengthen the empirical validity of the framework 

by showing that it can be applied to both general-domain and 

biomedical-domain synthetic text evaluation. 

While this study establishes a baseline for integrated utility–

privacy evaluation, several extensions remain for future research. 

Future work should incorporate formal privacy mechanisms such 

as DP-SGD and prompt-based DP approaches to measure how 

much utility must be sacrificed to reduce MIA ROC-AUC toward 

0.50. Although this study extends the evaluation from AG News 

to PubMed abstracts, it still uses a single model family, GPT-2. 

Future research should therefore evaluate larger and newer 

decoder-only architectures, including recent GPT-style and open-

weight LLMs, and include additional domain-sensitive datasets 

such as legal, financial, and clinical text. 
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